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Executive Summary

Accuvant LABS budtiteria and comparatively analyzed the security of Google Chrome,
MicrosoftInternet Explorer, and Mozilla Fiax. While similar comparisons have been performed in the
past, previous studiesompared browser security by considering metrics such as raliigy report
counts andJRL blacklists. This paper takes a fundamentally different approach, examining which
security metrics arenost effective in protecting end users and evaluating those criteria using publicly
available data anthdependently verifible techniques.

Methodology Delta

Most attempts to compare the security of different vendors within a software class rely on statistical
analysisof vulnerability data The section entitle#ilistorical Vulnerability Statisti@nd its subsections
examine publicly available vulnerability data and discuss why such an approach is limited in its
usefulness focomparatively assesgysecurity.

In contrast, ve believe an analysis of argkploitation techniques ithe most effective way to compare

security betweerbrowservendors. This requires a greatigpth of technical expertise than statistical

analysis of CVEs, hitiprovides amore accuratevindow intothe vulnerabilities of each browser

1 00dz@t yid [!'.{Q lylrfteara A& olaSR 2y GKS LINBYAaS
evolving code base will always have vulnerabilitiéssti-exploitationtechnology can reducer

eliminatethe severity of a singlgulnerabilityor an entie class of exploits. Tk, the software with the

best antiexploitation technologiess likely tobe the mostresistant to attack and ithe mostcrucial
consideration in browser security.

Animportant difference between this paper and previous studgs K I (¢ S ouddhta 3hid R&
tools used to derivéhe dataavailablefor scrutiny Previous attempthave beermade to compare
Historical Vulnerability Statisti@sd URL Blacklist Servicd®weve thosed (i dzRan8usitnsave
RATFSNBR 4 Af Rsfrasultd ahBhy difier&nkein outdbnhd$ avigmrgelyfrom the choice of
datasources. We believe our own data is correctly representativhepopulation and have made it,
along with our tools and methodologiesyailableto test this belief Finally, ve invite others to examine
the toolsfor issuesor to extend and improve othem to encompass more criteria.

We hope this papepresents readers with definitive statement as to which browsisrcurrentlythe
most secure against common attacks, gmdvides criterionthat vendors may use tmeasure and
improve the security posture of their browserBinally it is our hope thathis is helpful tathers who
work to evaluate browser security, and that thesll reciprocate theopennature of thiseffort to help
eliminate unverifiable data and conclusions.
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Results
The following graph shows the results of our analysis:

Criteria Chrome [TIEHEL Firefox
Explorer

Sandboxing

Plug-in Security

JIT Hardening
ASLR
DEP
GS
URL Blacklisting

) (RNANANLNENLN
XAKKKAK CIC
XA KA XXX

J Industry standard

) Implementd

x Unimplemented or ineffective

Conclusion

The URL blacklisting services offered by all three browsers will stop fewer attacksilihgm
undetected Both Google Chrome and Microsoft Internet Explorer implement siithe-art anti-
exploitation technologiedut Mozilla Firefoxags behindvithout JIT hardeningWhile both Google
Chrome and Microsoft Internet Explorer implement the same set ofexgloitation technologies,
Google Chrom@plug-in security and sandboxiragchitecturesare implemented in a more thorough
and comprehensive mannerThereforewe believeGoogle Ctome is the browser that is most secured
against attack.

Browser Security Compadn¢ A Quantitative Approach Page|2 of 102
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Introduction

From the cellular phone to the desktone web browser has beconsubiquitouspiece of softwaren
modern computing device§hese same browsers have become increasingly complex over the years,
not only parsingplaintext andHTML. but images, videos and other complex protocols and file formats
Modern complexitiehiavebrought along security vulnerabilities, which in tuattracted malware

authors and criminals to exploit the vulneratils and compromiseend-usersystemsThis paper
attempts to showand contrasthe current security posturef three majorinternet browsers: Google
Chrome, Microsoft Internet Explorer and MozHmefox.

The following sections (ArExploitation Technologies, Browser ABtploitation Analysis and Browser
Add-Ons) cover artexploitation technologies for the browsers and their aglis. First a general
discussion of angéxploitation technologiedpllowed by more detailed information and comparisons of
SI OK 0 N2 @xlSititioriand agddin’capabilities. Lastly, our conclusions based on the
aforementiored information and comparisons.

All information enumeration techniques that were automata@ provided in a separate archive, so
results can be reproduced, analyzed and challenged by third p#rdesdesired

We concludedhe researchfor this paper inJuly2011 Changes and updatamayoccurafter this paper
isreleased We mayattempt to update the paper or developrratato deal with the securitgvolution
of each assessed browser.

Finally, reades should understanthat, while Google funded the researdhbr this paper Accuvant LABS
was given a clear directive to provide readers wittoajective understanding of relative browser
security.

The views expressed throughout this document are those of AccuvaBS, based on our independent
data collection

Browser Security Compadng A Quantitative Approach Page|3 of 102
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Analysis Targets

The following targets were selected for analy3isese targets werselected for their market sharés

of July, 2011 a combination of Google Chrome, Microsoft Internet Explorer and Mozilla Firefox represent
93.4% of all users accessing the Interz#8[ Schools Market_Penetration]. While other browsers

would have been irdresting to compare, in the interest of time they were excluded from this study.

Google Chrome

Google, Inc. develops the Google Chrome web brovideogle released the first stable version of
Chrome on December 11, 20@8hrome uses the Chromium interfafoe rendering, the WebKit layout
engine and the V8 Java Script engiflee components of Chrome are distributed under various open
source licensedVe includedGoogle Chromeersionsl2 (12.0.724.1223nd 13 (13.0.782.218&) our
evaluation

Microsoft Internet Explorer

Microsoft develops the Internet Explorer web browselicrosoft released the first version of Internet
Explorer on August 16, 1996ternet Explorer is installed by default in most current versions of
Microsoft Windows, and components bifternet Explorer are inseparable from the underlying operating
system Microsoft Internet Explorer and its components are closed source applicatidagvaluated
Internet Explorer 9 (9.0.8112.16421)

Mozilla Firefox

Mozilla develops the Firefox web breer. Mozilla releasedtte first version was released on September
23, 2002 Firefox uses the Gecko layout engine and the SpiderMonkey JavaScript gingine
components ofirefoxare released under various open source licensagfox 5 (5.0.1) was evalgal

for this project

Analysis Environment

All targets were analyzed while running on Microsoft Window8Zhit). MacOS X, Linux and other
operating systems were excluded from the analysis to simplify analysis tasks, provide timely and
relevant informaton, and to increase applicability for the majorifyusers Windows 7 was chosen over
other variants in order to compare the lategperating system supportesecurity measuresVhile it is
regrettable that other environments and targetgere excludedfrom the analysis, the sheer magnitude
of material to cover combined with the pace that browser technologies evolve lgtegeconstrains.

Analysis Goals

The goal of our analysis was to provide a relevant and actionable comparison of the securitthoé¢he
web browsersAdditionally, sincéhere areseveral other paperthat address thigoal, we hae

included similar metrice our analysiswhile some of these parity metrics have noted flaws, it was our
goal to expose those flaws so readers wouldabare of them andhot viewtheir omission as oversight.

Browser Security Compadng A Quantitative Approach Page|4 of 102
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Browser Architecture

Browsers have evolved over tigtaking on characteristics that were classically the domain of the
operatingsystem Recent browser architecture uses a combinatiomedti-process and muklihreaded
architecture to provide security barriers and trust zonesthe following sectionswe will describe
individual browsersprocess architecturandtrust zones and how these browsers function across
process boundaries.

Google Chrome

Chrome uses mediumintegrity broker process that manages the Ul, credtesintegrity processes
and further restricts capabilities by usindimited token for a more comprehensive sandbox than the
standard Windowsow integritymechanismThese processes are created for rendering tabs, hosting
plugins and extensions out of proceasd GPU acceleratioiThe broker process creates named pipes
for inter-process communicatian

AMulti-Process
ALow Integrity Limited Token
AComprehensivesandboxing
= §& chrome exe 1036  Medium AOut of Process

ARenderer

APlugins (Flash, Silverlight,
etc.)
AExtensions
AGPU acceleration
AProcess Based Site Isolation

The extensive use of sandboxing limits both the available attack surface and potential severity of
exploitation Acompromisedenderer process would only have access to the current process and what
is made availablenrough the broker process IPC mechani$ime compromised process would need a
method of privilege escalation from lowtegrity with a limited token in order to persist beyond the
process.

Internet Explorer

Internet Explorer uses th@ooselycoupled IE [MSDN_LCIEhodel where the Ulrame and tabs are
largely independent of each othawhich allovs for the browser tab processes to function at low

integrity. Amedium integritybroker process creates tHew integritytabs used for browsing, hosting
ActiveX controls, GPU acceleration and manages activity independent of tabs such as downloads and
toolbars.

Browser Security Compadng A Quantitative Approach Page|5 of 102
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AMulti -Process

ALow Integrity
(2 iexplore exe 3240 Medium "C:\Program Files (xBG)" ASandboxing

@iﬂ;ﬂm&m 4588 Low "C:\Program Files (cB6)

AOut of Process

ATabs
Aln-Process Plugns
ACrash & Hang recovery

In the event of a craslthe tab is automatically reloaded the first timallowingmalicious content
multiple attempts to succeed, or have an unsuccessful exploit attempt go unnofickdh

compromised by an exploitould have read access to the filgstem and any lowntegrity process
including other browser tabdhe compromised process would need a method of privilege escalation
from lowintegrity to persist beyond the browser session.

Mozilla Firefox

Firefox uses a single processdium integritybrowser process which contains the entire browsing
session including all tabs, adds, GPU acceleration and more in a single address space, with the
exception ofplug-ins like Flash and SilverligRlugins are hosted out of process and independent of
each other at medium integrityA crash in the browser process would take down the entire browser and
all plugrin processesAlternatively,a crash in @lugrin process would be isolated to that single process.

AsingleProcess Browser
Aout of Process Pluins

AMedium Integrity

3912 Firefox
6104 Plugin Containerf... Medium

[ plugin-container.exe

AFlash, Silverlight
Aln-Process Adddns

A compromisedrowser orplugin process would not require privilege escalation to persist beyond the
browser process.

Summary

The following screen shot shows the different browsers as they appear after browsing cositemIt
is easy to see the different processes that are spawned and the different integrity levels for each
process.

Browser Security Compadng A Quantitative Approach Page|6 of 102
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WHrdox.em 360 Medium "C:MUsers'\Paul*App Data*LocalMozilla\Firefox ' Mozilla Firsfo 6'finsfox.exe™

[m7 plugin-container.exe 3064 Medium "CiUzers\Paul'App Data®Local\Mozilla“Firefox\Mozila Firefox 6plugin-container.exe” —channel=360
= E chrome exe &30 Medium "CAUsers\Paul'App Data®LocalGoogle Chrome \ Application.chrome exe”

&

&

&

&

&

&

E

&
= Eiew

Figurel. Browser processes overview

The table belowshows the processes liynction and the integrity levels granted &ach A process with
a higher integrity level represents a greater value for an attacker to comprohusesver, with most of
the higher integrity processes, an attacker can only interact with a very sttakaurface.

Process Name Pid Integrity Level | Limited Token Description
chrome.exe 5880 Medium No Chrome Main Broker
chrome.exe 2072 Low Yes Chrome Renderer
chrome.exe 3956 Low Yes Sandboxed Flash phig
iexplore.exe 5732 Medium No IE Ul Frame
iexplore.exe 4476 Low No IE Low Integrity Browser
firefox.exe 360 Medium No Firefox browser

plug-in-container.exe 3064 Medium No AT qontalner 1ex
Firefox

Figures. Browser security overview

With multiple processes and limited communication channels between processes, modern browsers
provide a uniquexploitation target Merely compromising the browser, in some cases, is not enough
for a compromise to persist past the life of the browser procg&be following sections look at how
these security barriers are implemented in orderdieterminewhichbrowsersprovide thestrongest
resistance to compromise.

Browser Security Compadnc¢ A Quantitative Approach Page|7 of 102
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Historical Vulnerability Statistics

One of the key factor® browser securitys ensuringhe browser is ugo-date and has the latest
security patchesEachbrowser vendor has désed its own update methodology; relying on their own
infrastructure to deliver update$-urthermore vendors have theiown processes and procedures for
handling, trackingfixingand ultimately disclsing vulnerability informationMany statisticscan be
collected andanalyzedby examining data from the execution of these proceskkesveverthese
statisticscan be misleading whamsed to compare the relative security posture of the softwég
analyzing the aforementioned points in finer detail, we hopshed some light on the nuances of each
vendor@ approachand the relative easaith whichthese statistics can be misappropriated to arrive at
a conclusion

Browser Comparison

Forsome of the other crosbrowser test cases in this papéhg results areclearcut. A browse@
architecture or defensive modeither blocks a given attack vector, oribes not As described ithis
section of this documentt is difficult to draw provably unbiased conclusions when each browser
project@ datases differ in so many way# greatdealof data is available, but the true quality of that
data and its usefulness as a metric of browser security is questionable.

In general, a move toward greater transparency in the security update process would benefit
consumers, and create a level playing field if metrics such as vulnerability severity and the timeline from
disclosure to release of updates are to be truly beyond the realbenfyg merelymarketing material

While Accuvant LABS did not approach Micro&wfinternal statistics omrivately identified

vulnerabilities and vulnerabilities with undisclosed remediation timelines, it is likely that these statistics
exist, and could open théoorfor an unambiguous debate about each proj@dtue response time.

Issues with Counting Vulnerabilities

In the paststudieshave compared browser security by comparing the numbexdvisories that affect
each browser within a speciffieriod. Advisorycomparisons may be quite popular duette availability

of databut problemsarisewhenvendorsissueadvisoresin order to advise users to install patchemt

to generatestatisticalvulnerablity information. Since the intent of issuing advisories and that of
collecting statistics regarding numbers of advisoditer, problems arise during statistical analysis
Vendors may fold several unique vulnerabilities into a single advisory, fold unacknowledged
vulnerabilities and one or more acknowledged vulnerabilities into a single advisory or issue a code fix for
a sdtware defect without announcing that the defect has security implications. These situations
introduce errors into any numeric analysis of comparative browser security as a result of asymmetry
between use and intent. Although they do not adversely affecéaduser whose goal is to patch, this
asymmetry weakens the foundation of any propositions extrapolated from the data.

Everyadvisorythat a vendor releases requires time and effort to documdithe vendor can fold
multiple vulnerabilities into a simgadvisory the amount of time and effort expendad reducedwhile
still allowing endusers to understand the need patch Accuvant made an effort to mitigate this issue

Browser Security Compadng A Quantitative Approach Page|8 of 102
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by using semimanual analysis consisting of regular expression searches and mewieal of the
advisorytext. While some errors may still exist, many were fixed within the collected data.

Some vendors will discover vulnerabilities internally and release fixes for these vulnerabilities alongside
patches for publicly reported vulneraibigés. Microsoft has stated that their policy is to not report

internally discovered vulnerabilities [MSDN_SilentPatch&ddlitionally, it is not beyond the realm of
possibility that a patchmeant to addres®ne vulnerability closes a completely separatee that was

never discoveredn order to properly account for both of these scenarios, every patch would have to

be analyzed to determine each issue that was intentionally patched, and whether the patchistos=ss

that would have otherwise existett is generally accepted that it is impossible to find every

vulnerability for a sufficiently complex system, and even in this redaasd the likelihood of misses is
intuitively high Accuvant did not account for this type of error within ttataset

Forbrowsers such aBirefoxand Google Chrome, patches are issued in order to address software
defects alongside security patchéss an example, if a font is rendered improperly witthia browser,

an update may be released to rendée font correctly. However, by modifying the code, unless the
developer is aware of all potential implications of their patch, the developer may inadvertently mitigate
an undiscovered/ulnerabilityin the code

If a developer could predict every implication of changing a small piecaedef there would be nameed

to put a piece of software through QA for even the smallest code chdrgzefore, it is likely safe to
assume that there are vulnerabilities that lealseen addressed but are not represented within the data
based orthis scenarioDue to the complexity and time required to mitigate this error, Accuvant did not
account for this type of error within thdataset

Though this is not a thorough and completecount of possible errors within thdataset they are
representative of issues surrounding vulnerability countiipile setting up statistical measures for
advisoriesand drawing conclusions from these measures is logically attractive and provides a cut
graphic, vulnerability counts within software are neither ordinal nor can a complete set be derived
However, in the interest of parity with other documents comparing browser security, the following
sections will display statistical measures of the aaratied data.

Issues Surrounding Timeline Data

Another seemingly useful measure of vulnerability data is timeline informaédren a vulnerability is
first reported or exploited in the wild and patched by the vendor seem like intereatidgecurity
relevant metrics The only sources of timeline dataytside of the software vendor companijese the
publicadvisories and bug tracking systenfife intent of advisories is to notify end users that they
should patch and the intent of bug tracking system@isnsure bugs are reported and remediated,
whereas our use is to derive meaningful statistigain, due to this asymmetry, there are issues that
arise when extracting timeline information.

The first issue with timeline information stems from extractihg information from bug tracking
systemsSince bug tracking systems are used for the purpose of ensuring bugs are patched, the

Browser Security Compadng A Quantitative Approach Page|9 of 102
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participants may perform actions that obfuscate the time informatiOme example is bug duplication

If a vulnerability is reprted twice in the tracking system, and the disclosure points to the most recent
bug instance, then the date will be oKnother examplea vendor may receive notification of a
vulnerability and begin work without immediately entering the vulnerabilitg ithe bug tracking
databasen this scenario, the data will suggest a patch window of shorter durationw actually
took place Accuvant made nattempt to ameliorate this discrepancy

The second issue with timeline information stems frormmeporting. Microsoftdoes notmake their

bug tracking database public and the only source of vulnerability information is contained within the
security advisorieHowever, the Microsoft security advisoride notprovide timeline information

Third parties sul as VeriSign iDefense and HP TippingPoint provide a timeline of disclosure, and
Accuvant usedhese third pary timelines.

The third issue with timeline information surroundsi@y exploitation Generally, when a vulnerability is
exploited in the wild wihout vendor notification, the public only learns of the exploitation when a third
party makes the exploitation knowd vendor may learn of the exploitation prior to the public and
begin worlkng on a patchlIf the vendordoes notadmit to prior knowledge bexploitation, or provide a
timeline, then the best date that can be derived is the date the public was infarfkemlivant used the
public date for all @ay exploitation timelines.

While these three issues are representative of problems encountered wkigacting timeline data,

this isby no means an exhaustive lig¥ithout a vendor implementing strict and rigorous cataloging of
when vulnerability information is first receiveid is impossible to determine the exact time it takes to
patch.

Issues Surrounding Severity

The severity of issues is another metric that appears interesting to comiparge browser has more

& O NJ patkh@d viulderabilitiesone might assume that particular browser is less secure because the
other browsers daot have agnuchcritical vulnerability Another individual might assume that the
browser with more patchedritical vulnerabilities is more secure because the other browsers may have
more undiscoveredritical vulnerabilitiesHowever, the truth of the matter is far mo@mplex.

There are no solid industry accepted metrics for rating the criticalitwubferabilitiesfor everypossible
environment CVSS, DREAD and several othérerabilityrankingsystemsare availablehowever, all of
them include subjective componento arrive at an overall scor@dditionally, each vendor may choose
their own ranking methodology to arrive at a ranking forittedvisoriesThese facts weaken any cress
browser comparisons unless each vulnerability is analyzed and ranked by gsiisgle and alll
subjective criteriaare removed.

Another issue involves making judgment calls regarding the severwlidrabilities If a vulnerability
cannot be exploited, it is easy to say that the severity of the vulnerability iHowever, sinceach
vulnerability is unique and exploitation of vulnerabilities is an art, many of these judgment calls can be
flawed. One such example!S08-001[MSDN_MS08001hnd the resulting paper released by Immunity
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at [Immunity_Exploitibility_Index. Given that @en a vendor can misunderstand the implications of
vulnerabilities it is easy to see that a third party may not be qualifiepriovidea precise severity label.

Another issuesurrounds vulnerability chainin@ince vulnerabilities are really just piecdsode that
allow an attacker to perform operations that wenet intended, a single operation may not qualify as
high severityHowever, if many low severity unintended operations can be combined in unique ways,
then the overall chain of operations mgyalify as high severity

Comparing vulnerabilities across vendors can lead to many issues because of a fundamental difference
in how these vulnerabilities are ranke#ipplying a ranking system can be subjective, and errors made
due to novel exploitationtsategies ! y A &evet#$ @ Bolation may be very different than the same
vulnerability combined with othex Therefore, anysecurityconclusions drawn based on severity metrics
are going to be subjective.

Issues Unique to Particular Vendors
Each vedor alsopresentedunique issues when collecting vulnerability dathe following subsections
describe problems with individual browser

Internet Explorer

As previously discussed, collecting data for Internet Explorer was particularly challenginglueie to
closed nature of developmetatt Microsoft Beyond the challenges of data collectiore encountered
several other difficulties during researahd data collection

In several Microsofsecurity bulletins, some CVEs are mentioned as having been puthisdipsed
without any public referencdn somecasesMicrosoftmay have beemlerted toinformation from an
obscure sourcdn these cases, it was not possible to obtain a valid tracking date

One considerable piece of complexity that is specific to collectingfdataternet Explorer is the way
that Microsoft breaks down their security bulletins into various produEts example, when
vulnerabilities are reported in Micros@ JScript andBScript engines, Microsoft creates a separate
bulletin for that product Despite the fact that these products directly affect the security posture of
Internet Explorer, ndnternet Exploresecurity bulletinrwas releasedThis differs from Chrome and
Firefox, who both ship their own respectivlavaScripengines Accuvanincludeda number of

Microsoft Security Bulletinthat affect critical browser components in the interest of data amelioration.

Conversely, some vulnerabilities that were exploitable niarhet Explorer were not include®ne such
issue was CVH092495 We did not include the bulletin containing this CVE since it affects Visual
Studio and additional third party applications built with Visual Studie did not include bulletins that

were for nonessential or nordefault Windows components.

Firefox

Despite the open nature of Firefox development encounteredseveral issues while collecting data
First, Mozilla tends to group many issues together undergireeric headingCrashes withédence of
memory corruptiord [Mozilla_Crashes Evidence] Fortunately, Mozilla includes all related bug numbers
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for these advisoriesThisinclusionallowed Accuvant to split thesedues apart based on bug numbper
tracking each one individually.

ThelastMozilla specific issue occurr@ghen gathering bug report datedccuvant encountered tickets
that were not accessibldt is possible thatickets were neveopened despite the issues having been
publicly disclosed~or these twelve bugs, tim-patchinformation is not available.

Chrome

Unlike Mozilla and Microsoft, the Chrome team does not release formal security advisesiead,
security relevant bugs thatre fixed are posted to the Chrome Stable Release.lflogreleases prior to
3.0.195.25, dtailed bug fix information is available from the development channel release notes
[Chromium_ReleaseVhen gathering data frorthe Chromium release note#ccuvant excluded posts
that did notcontain any security fixes or those that included only an tpd&ashPayer.

Another issue that cropped up deals with Chrd@neersion schemd-or the sake of consistency,
Accuvant devised a customilestonenumberingschemederived from thefirst two parts of the version
number and a countefThe counter is incraented for each securityelevant releaseFor example, the
second security fix release for Chrome 10 would be catietD.OuZ.

Although Chrome ships with a customized version of Flash Player, vulneraifgiengFlashwill not
be includedn the aralysis Flash was excluddd order topresentonly thevulnerabilities inherento
the Chrome browser.

Similar to Firefox data collection, date information was gathered from the public Chrome bug tracker
Unfortunately, a large number bugs were not pulyiiaccessibldn those cases, the dagat was
augmented with data supplied by Google.

Data Gathering Methodology

Accuvant attempted to generatedatasetthat was granular to the individual vulnerability lewelavoid
issues arising from vendors folding multiple vulnerabilities into a singleAG¢Egathering information
about advisory releases, discussed further indBecurity Updatessection below, Accuvant proceeded
to examine each issue individualjor each issue, the following information was collected and manually
checked for consistencyendor bug identifier, CVE identifier, severity, date reported and date
disclosed

The resultinglataset which covers th@eriodbetween January 1, 2009 and &8, 2011, was used
throughout the rest of this sectiaMhe datasetncludes versions of Firefox from 2.0 to 5¢8rsions of
IE from IE6 to IE&nd all stable releases of Chrome.

Update Frequencies

When designing a security update program, each vendsphblicies and procedures in place to perform
QA and, subsequently release the updates to end ugsmvserdevelopment teams operate on a pre
set scheduldor major version release3his preset schedule is apparent within the data collected
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In addition to major releases, browser manufacturers also routinely provide updates that specifically
address security vulnerabilities and other urg&guesin some rare cases, such as when widespread
attacks are taking place on the Internegndors wil issueemergency updatesThese emergency
updates differ from periodic updates because the quality assurance fagtér than usualandend
usercommunicatiorneeds to reach a wide audiendgifferent vendors have varying difficulties in
executing emagency patch updates, and thseowsin the data.

The following sections provide some analysis for the patch. ddia differences between vendors are
demonstrative of different development practices and overhead in the patching progklssugh it is
tempting to derive conclusions from the graphs, the only fair conclusion ighlegtarejust different.

Internet Explorer

By examining the frequency of Microsoft Security Bulletins with thed@lemulative Security Update
for Internet Exploret, as seen ifrigure6, one can deduce that the IE team typically aspires tarca
month release cycleln some cases, such as MSIB! or MS1@02, Microsoft deviated frortheir
cycle Both of these deviations were necessitated by outside pressdtteer than those ramples,
Microsoft@ release process for bulletins with the til€umulative Security Update for Internet
Explore€ isvery regular.

IE Security Updates
MS10-035
MS09-034 MS10-018 MS11-003
MS09-019 MS10-002 MS10-090

MS09-014 MS09-072 MS10-071 MS11-018
MS09-002 MS09-054 MS10-053 MS11-050
l_‘_v_r’—l_H T |¢ T HI T ’ T * T |¢ T |¢ T |’—|—|’—|—|’—l—r’—
T 7= X ccrPYYOozZzUg pEX cErPrYOozZzZUg TE>E =
S ES e 5SS ££E8 8RS E5E555££8883¢285¢ 55
2338g38°%°23838g80656r05°88888r2pRRR

Figurel. Cumulative Security Update for Internet Explorer

As previously noted, Microsotitnds to split components that directly affect Internet Explorer from
Internet Explorefrelated advisoriesWhen all Internet Explorerelated updates are included within the
timeline, the overall impression garnered from the graphs is that updatearmuch less regularly
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IE and Related Security Updates

MS09-002 MS09-029 MS09-051 MS10-007 MS10-043 MS10-076 MS11-018
MS09-007 MS09-034 MS09-072 MS10-018 MS10-046 MS10-090 MS11-044

MS09-014 MS09-037 MS10-001 MS10-022 MS10-053 MS11-002

MS09-019 MS09-046 MS10-002 MS10-033 MS10-062 MS11-003

60-uef
60-4°4
60-1eA
60-1dy
60-ABIA
60-unf
60-N1
60-8ny
60-das
60-190
60-AON
60-22Q
oT-uef
0T-q°4
oT-lel
oT-1dy
oT-AeIN
oT-unf
oT4nr
0T-8ny
0T1-das
0T-10
OT-AON
0T-22Q
TT-uef
TT-9°4
TT-lel
TT-1dy
TT-ARIN
TT-unf

Figure2. Updates not released undeiCumulative Security Updates for Internet Exploger

This irregularity may be an artifact resulting from the divisions between development groups at
Microsoft, or it may balue todifferent quality assurance processes applied to particular patdhes
either case, a less regular update schedule has no direct impact on se\thitg it may be harder to
apply updates on a nescheduled basis, this difficulty is indicativassues irpatchdeployment
infrastructure rather than somethinthat isintrinsic to the browser.

Firefox

The Firefox team iess predictablavhenreleasing updates for its suite of productss seen in Figur@
Firefox haso preset pattern that determines release updatés some instances, Mozilla hedeasal
updates in quick successianithin only a few dayOther times,up tothree monthspassedwithout an
updaterelease Note that this data treats multiple advises released on the same day as a single
update eventIn some cases, Mozilla has released as many as 15 advisories on the same day.
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Firefox Security Updates
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Figure3. Mozilla Foundationsecurity advisories affecting Firefox over time

The graph in Figur@is far less regular than eithene of the Microsoft Internet Explorer graph®his
irregularity most likely stems from a fundamentally different approach to development, and a
fundamentally different organization structurelowever, these differencasannot be used to draw any
security relevant conclusions.

Chrome

Google like Mozilla, does not havergid update release schedulBased orthe data in Figure®,
Chrome tends to releasgpdatesmore frequently than both Mozilla and MicrosoRiote thatthis data
does not include Flasbnly or nonsecurity updates.
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Chrome Security Updates
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Figure4. Chrome Security Update over time

The graph in Figur@appears more regular than Firefox but less regular than Internet Ex@arpdate
graphs The similaities with Firefox might stem from a more similar approach to development and a
more similar corporate structure when compared to Microsdtie increased regularity when compared
to FirefoX3 update release may be due to differences in quality assurastimgy However, no security
conclusions can be drawn from any of these graphs

Reflections

Over the past 54 months, many updates have been for released for each br@seme has
conducted 47 update eventdozilla has conducted 29, although the numiogindividual advisories
reached 178Microsoft has only conducted 27 update events, vigtindividual bulletins, due to their
more rigid update release cycle.

While each vendor has different practices and procedures, all of them are roughly comp@&rablae
clearly stands out as being the mditquently updatedof the three basedstrictly on the number of
update events, regularity of updates, and method by which the browser itself updates.

Given all this information, we can conclude that the browseesdifferent Development
methodologies, corporate structure and patch release infrastructure all play a role in making dissimilar
graphs However, none of these pieces of information can be used to draw a security related conclusion.

Publicly Known Vulnerabilities
Vulnerabilities within web browsers have becomeincreasinglgommon way for an attacker to
compromise arf§S Y R dagsterills@ems intuitive thag largemumberof patched vulnerabilities
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imply that a particular browser is less secure; lewar, this is not the cas&he reason is that the
number of patched vulnerabilities does not indicate the number of vulnerabilities within a given code
base As an exampl, consider the following chart:

Vulnerabilites

m Vulnerabilites

Firefox 449

0 100 200 300 400 500

Figureb. Total vulnerability counts for each browser

The chart depicts the total number of vulnerabilities patched withinglhdod of the dataset A naive
interpretation would be that Firefox is the least secure, Chrome is imridelle and Internet Explorer is

the mog secure However, what this could indicate is that Firefox has the most vulnerabilities because
researches have an easy time exploiting the vulnerabilities and thus pay more attention to Firefox
Chrome may have the second most because they offer a lyquioigram so researchers pay more
attention. Internet Explorer may have the least because they require more quality assurance overhead
before creating a patcirhe point is, any conclusion drawn from the data is speculation and the data
does notaid in digovering which browser is most secure.

Vulnerabilities by Severity

Another way to look at the data is to look at the number of vulnerabilities in each browser broken down
by severity This breakdown seems attractive because if one browser has more bigidgl

vulnerabilities compared to the others, then it would appear to be less seelm@ever, another

argument would be that a browser with more highly critical vulnerabilities disclosed puts an emphasis
on fixing these vulnerabilities as soon as palssin rebuttal, the browser with the most high severity
vulnerabilities may have a bad architecture tleantributesto more severevulnerabilities The truth of

the matter is far more complex, and these uncertainties are better documented iHiierical

Vulnerability Statisticsection of this paper.
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As a concrete example of these issues, consider the following: chart

350

300

250

Firefox
189
200

HIE
150 125

H Chrome
100 ——

64

Critical High Medium Low

Figure6. Vulnerabilities by severity for edtbrowser

The differences between browsers are quite dramdficefox, Internet Explorer and Chrome all appear
to have a very different severity profil& naive determination might be that Firefox has the worst
security, Internet Explorer is in theiddle and Chrome has the best securijowever, since risk ratings
aredesigned to convey urgendgr the end user to patch, the only real conclusion that can be drawn is
that Mozillaappliesa higher risk rating to conveiieir messagand Google feels comfortable rating
their vulnerabilities with a lesser severi§ny conclusions drawn from this type of data regarding the
inherent security posture of the code base dfdounded.

Time to Patch

The amount of time it takes for a vendiar go fromvulnerability awareness to a fix can be seen as a
security commitment indicatoHowever, the reality is not so simplaternet Explorer hasuch adeep
integration with the Windows operating system that a change in Internet Explorer can have
repercussions throughout a much larger code b&sehort, the average time to patch is less indicative
of a commitment topatch,as it isof complications with providing a good patch.

In Figure 1delow, it is cleathat Microsoft@ average time to patcis the slowestTo be fair, this
information was based on a much smaller sample set than Firefox and CHeeereworse, it may be
possible that the advisories for these vulnerabilities had timeline information only because of the fact
that they had takerso long to patch.

Firefox comes in seconthkingan averageof 50 days less than Microsdfi issue a patchThe browser
with the fastest average time to patch is Chrardéith an average of 53 days to patch vulnerabilities,
they are nearly three timefaster than Firefox and slightly more than four times faster than Microsoft.

Browser Security Compadng A Quantitative Approach Page|180f 102
Version 1.0 Revision DatE2/14/2011



——ACCUVANT LABS

Average Time to Patch
250
214
200
158
150
100
53
50 A
Firefox Internet Explorer Chrome

Figure7. Average time to patch for all three browsers

Time to patch is not a good indicator of a bron@eyusceptibility to compromis&ome vendors ay
prioritize patching efforts to address high impact vulnerabiligagkly, while neglecting less severe
vulnerabilities Some vendors may addre&sasy fi¥ vulnerabilities quickly and neglect more severe
vulnerabilities Additionally, the only metric that can be tracked is ttete a vendor was made aware of
a vulnerability or thedate it was detected in the wild, which neglectsl@y vulnerabilities and skews the
metric for vulnerabilities that took time to detect in theild. Finally the quality of the data that could

be collected is great for Chrome, good Farefoxand terrible for Internet ExploreSince these issues
cannot be corrected, making strong security comparisons between browsdisat basiss not

feasible.

What it does show is the respective ven@oefficiencies in theiresponseprocessegor vulnerabilities

that we can trackGoogled update mantra for Chrome éRelease Early, Release O&tand this is

reflected within theirlower average time to pih. Firefox is slightly less efficient at delivering updates

to end users, and according to the dakaternet Explorer ishe least efficient However, both Firefox

and Internet Explore® code bases are more heavily integrated with other produdterefore, the

additional overhead may be due to coordination of releases and additional QA to ensure stable patches.
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URL Blacklist Services

Thestatedintent of URL blacklisting services is to proteasar from him or herselWhen a link is
clicked nadvertently, via a phishing email or other-trasted source, the browser warns the ugere
you sure? and displays a warning that the site might be undadeed on dist of unsafe URLs regularly
updated as new malware sites go live and are takemeffMicrosoft@ URL Reporting Service (from
here forward,dUR$), formerlydPhishing Filte, referred to in the browser application @SmartScreen
Filtere, was the first to provide this feature, with Goo@lé&afe Browsing LisiSBE) following suit lagr,
utilized initially by Mozilla Firefox, and now by Chrome as well as Safari

Both services utilize functionally similar approaches, storing a local copy of hashed URLSs in the blacklist,
and sending the hash value of a URL to a public web service iftatica if it does®exist in the local

table. Googlé& API is publically documented and accessible to anyone who wishes to develop a client
within termsof-use constraints, while Micros@ is proprietary and specific to the Internet Explorer
browseronly.

Comparing Blacklists

URL blacklisting is another arehere metrics are challenging, not in that the metrics are difficult to
generate, but in that in our analysis, neither Go&®l8afe Browsing servioer Microsoff@ URS appears
to provide a fullicomprehensivesnapshotof all malware in the wild at any given point in tin@ther
blacklist and earlyvarning services, such as those used for botnet detection or spam prevention, also
differ greatly incontentd 2 G KA & A &Yy Qi . A8 gpiakaNdy might wxBi§nals JetéligeddR in
the military. Two monitoring stations tracking enemy communications in two geographic areas both
intercept someenemy radidraffic, but neither station picks up evesinglemessageso neither has a

complete picure.

OANt i via-HTUEPO
Like antivirus, URL blacklists implement a negative security model, or an antipadteed approach
(¢that which is not expressly denied is permitéeds opposed tothat which is nb expressy permitted
is denied). This means that URL blacklidts not protect well against customized payloads created for a
specific target, or against smddatch propagatiorio a limited user population

However,URL blacklists do provide a deterrent against mass deployment dfdasnalware to large
user populations, witlthe benefit of rapid updates due to the realtime delivery of these serviges
with other blacklist services like SMRealtime Blackhole ListgRL blacklists provide one part of a
larger set of defensiveneasures that hekpto improve the overall security posture of the browser.

Multi -Browser Defense

Anothercriterionto consider in the case of URL blacklists is the fact that while MS URS was
implemented to protect against threats targeting Internet ExploiGoogl& SBL primarily is in use to
defend against attacks targeting the other three major brows@rkile multibrowser attacks are
increasingly common, attacks specific to Internet Explorer still outhnumber those targeting the other
three browsers wi less markeshare While not material to this papguer se it is worth noting that by
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definition, the number of URLSs blacklisted in Micro®8RS should be higher, based on the MSURS
stated purpose.

Comparing Blacklist Services

A previous thireparty study of blacklist services used an undisclosed set of sample URLs for the
generation of browser testSamples were from a humber of private sources, and results appeared to
skew heavily toward Microsd URS

For our purposes, Accuvant used four palsiburces for active malware URLs: MalwareDomains,

MalwarePatrol, BLADE and MalwareBlacklisis approach has the advantage of providing public

attribution of sources, demphasizing private feeds and undisclosed sources that may favor one

blacklist overanother. In particular, since Microsoft licenses several private feeds to populate the URS

list, Accuvant LABS wanted to ensure that our test dataset did not mirror Mic@®tmftclosely

[A1S6AaST 2dzNJ I yI f @ aAA & RA RguReimariialefherd@uGntedtWasboz 2 3t S Q
replicate a fairly broad sample of malware URLSs in the wild, with minimal bias toward either blacklist

being evaluated.

Comparison Methodology

Accuvant LABS performed daily downloads of the current blacklists fremalware URkources

above, removed duplicates and utilized browser automation to request each URL with Internet Explorer
9, recording whether the URL was reported unsafe by the MS URS sBedagise Chrome and Firefox
both utilize the Google SBL, aRIAlient queried the Safe Browsing API during the gagnied, again
recording the results for each page requested

Due to restrictions of the testing environment and the desire to maintain a strictly independent test

Ft26> aAONRaz2TIRAY I QRX MDY S 2 yI WEB LA NBEYSQa Yt AOA 2
not included in the comparison. Additionally, tests against Google SBL were performed directly using the

public Lookup API, which does not account for detection in redirect chains or have axties full

blacklist used by the Chrome and Firefox Clients. As such, we would expect real world detection rates to

vary slightly from those in the report. We intend to investigate more direct methods of comparison in

future studies.

Testing took placever an eighiday period, from July 23, 2011 through July 30, 2011, with an average of
5960 URLs per da@f these samplesn average of 3086 per day wiase and responding during the

test period Dead hosts were discarded from the sample set as not posing a threat during the testing
period.

Results Analysis

Overall, neither service identified a majority of URLs from the diverse sampl@rsaverage, both
services identified nearly an identical nbar of URLSs, though the URLSs identified diffe@der the
course of testing, 42 URLs present in the MS URS were also flagged bydEiBg/aevhile no SBL URLS
were identified at any time thatvasin the MS URS his demonstrates that both services use
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substantially different data sources, and that no one service appears to have a truly comprehensive

dataset of all malware present on the web.

Gathering intelligence about malware URLSs is generally performed by running honeypots and spam

traps, and harvestim URLs from malwapturedin the wild Since no authoritative source exisitsis
likely that each organization gathering data is getting one part of the overall pi&ased on
Accuvan® analysis, no party is performing this data collection comgmslvely During the course of

testing, our test environment was infected numerous times by malware that was not in the database of

either URL blacklist service.

The table below lists the daily results of testing, averages, and the number of total URLS ver

confirmedlive URLs in the sample s€verall, both URL blacklists performed roughly the same in terms

of number of URLs identified as malware, with minor variances each day.

Date 7123 | 7/24 | 7/25 | 7126 | 7/27 | 7/28 | 7/29 | 7/30 | Average
Google SBL Matches| 409 | 411 | 411 | 422 | 393 @ 396 | 397 | 404 405
Microsoft URS Matcheg 361 | 336 | 364 | 371 | 401 | 447 | 499 | 450 404
Total URLS 5684 | 5724 | 5738 | 6128 6145 | 6089 6149 | 6025 5960
Live URLS 2993 | 2948 | 3040 | 3416 | 3128 | 3043 | 3115 | 3003 | 3086

Figure8. URLblacklists over time
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The daily detail below shows the gap between thnbersof live URLs provided versus those identified
by either service.
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Figure9. Malware URL vssample set
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The table below shows the rolling dadlyerages of the two blacklist services, showing an overall trend
toward near parity in the number of URLSs identified.

Rolling Average: Detected Malware URLs
500
a75
450
425 08 a1 110 . aas a7 406 105
400
sjm=Rolling
375 Awarage:
Google SEL
350 ==folling
Avarage:
L Microsoft URS
300
275
250
225
200
2311 411 7/15/11 211 M 7/28/11 7/29/11 EFELTIR Y
FigurelO. Average detected malware URLs
Daily Detail: Detected Malware URLs
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Figurell Daily detected malware URLs
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In the daily detail view, @ clear that on one day, July 29, a large update was made to the MS URS,
possibly due to a specific threat that was identifieda weekly updateAgain thisdemonstrates that

data sources for both services appear to be quitéedént. Thetrend linesseem to indicate that

Googl&® SBL undergoes more incremental updates, whereas the MS SBL may be receiving updates in
batches, though a longer sameriod (several months or more) would bequired to confirm this.

Conclusions

Based on our testing, it seems clear that no URL blacklisting serfuilg é@mprehensiveand that any
antipattern-based defensive measure s/ definition imperfect As with antivirus, the question is not
whether the patternbased detectiorwill fail, butwhen and howAs such, blacklisting services should be
considered a part of the overall browser defense model, rather than the only perimeter an attacker
must traverse

Other defenses discussed elsewhere in this paper, such as exploit mitigatioth@npproaches to
limiting the extent of the damag&om a given payload, are likely a better criteria for browser security
than simple pattern matching alone.

URL Blacklists: Overall Detection Averages

¥ Google SBL ™ MS URS Unmatched Malware URL Samples

Figurel2. Blacklist overview
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Anti -exploitation Technologies

Thepremise of this paper was to evaluate the overall security of each web brastssted We
achievedhis by evaluaing security controls independently arfdrmulating a conclusion based on the
security controls in placeThissection provides informatioon distinct security controls and their
relevance within this paper

Address Space Layout Randomization (ASLR)

Address Space Layout Randomizatid8L([Rattempts to make it harder for attackers to answer the
guestionWhere do | g@BY taking away the aamption of known locations (addresses), the process
implementing ASLR makit much more difficult for an attacker to use wé&thown addresssas
exploitation primitivesOne key weakness of ASLR is the ability for one module to ruin it for the rest, a
weak link in an overall strong chaiburing analysis, each executable used by a browser was evaluated
to ascertain its ability to implement proper randomization

Data Execution Prevention (DEP)

One of the first steps in compromising a systemdievingarbitrary code executiornthe ability run

code provided by the attackeDuring traditional exploitation scenariais is achieved by providing the
compromisedapplicationwith shellcode data furnished by the attacker to be run as cobData
Execution Prevention (DEP) addressegtfudblemof having data run as code directyEP establishes
rules that statetOnly certain regions of memory in which actual code residay execute code
Safeguard the other areas by stating ththiey arenon-executablé. Our audit included querying each
browser process about its ability to establish a DEP policy at run time

Stack Cookies (/GS)

Due to common programming errors, archaic APIs and trusted user input;tstiaek buffer overflows
have been leeraged to gain code execution omél-based architectures for over 30 yeakdicrosoft
compilers (all three browsers tested were compiled with Microsoft Visual Studio 2005 or greater) have
the ability to put astack cooki@n the stack at compile tim&his cookie can be validated, certifying the
stack variableQntegrity upon returning to the callefhe /GS mechanism canoeder the variables on

the stack as an attempt to prevent overfleable variables from tainting other local variablaspidinga
future change in code execution [Microsoft_GSfecutables used and installed by each browser were
examined for characteristics of being compiled with /@8fortunately,this is a flawed process, due to

the nature of /GS

Note: Although a library may havgeen compiled with the stack cookie feature, if it has no functions
that meet the /GS requirements, then there will be no trace of the compilation feature

SafeSEH/SEHOP

Other addressessed for code executigmther than thesaved return addres®ecame necessague

to the advent of the /GS compilation flaghe next logical candidate was the Structured Exception
Handling (SEHR)formationresiding on the stackihese exception handlers could be overwritten to
executedata disguised as coae anaddress of the attack@ choosingcompletely circumventing the
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security attempts of the stack cookiBafeSEH was designed to ensure that trdyaddresgsof

validated exception handleruld beexecuted Unfortunately, SafeSEH requires full code uédds with

the SafeSEHompiler optionenabled The limitations of SafeSEH brought on the invention of Structured
Exception Handler Overwrite Protection (SEHO@R}ead of validating that an image contained safe
exception handlers, the exception handlede changegdvalidatingthe entire chain beforelispatching

an exceptionMicrosoft SEHOPBecauseSEHOMasdisabled by default on Windows 7 SP1

[Microsoft SEHOP_KBilo additional testing regarding SEH overwrite exploit mitigation was completed

*Update: It has come to our attention that applications may eptto SEHOP. Future tests will include
SEHOP comparisonidifrosoft IESEHQP

Sandboxing

A sandbox is a mechanism of isolating objects/threads/processes from each other in an attempt to
controlaccess to various resources on a systatrthe time of this writing, Google Chrome and
Microsoft Internet Exploreboth implement security restrictions thare considereda sandboxThe
following entries describe the unit tests used to assess sandbestignessAlthoughnot
comprehensive, the tests provide good insight into the overall protection provided by each sandbox

File System

A proper sandbox should attempt to lindertainprocesse$rom accessing files and directories that may
contain vitalsystem information or used in a context that could result in executing code of the atfacker
choosingWe augmented Chront file test cases, resulting in full read/write testing of integral
Windows files and directories

Registry

Limiting access to the Wdows Registry is integral to maintaig system integrity By limiting access to
the registry, the sandbox can ensure that sensitive informat@amot beobtained, altered or added
We choseto test a variety of registry hives with thraximumpermissions available

Network Access

Although filesystem and registry access may be limited to an attacker, it is still important to ensure that
information cannot be leaked via the netwoilWe tesS R (i K S sabiligy B dirgitw@ound

network accas along with determining if a poctbuldbe bound to the currenprocesdor listening

Resource Monitoring

Certain techniques are prevalent within magtywareutilities. Malware authors may need the ability to
read portions of the screen (i.take screnshots) or log input from the keyboard/e includedests

that attemptedto read pixels on the current display along wéitempts to log keyboard input

Processes/Threads

WhileA (n€rassary for many processes and threads tocamcurrentlyon a systemarbitrary access to

them isdebatable A sandboxed process should have very limited access to other processes and threads
on a systemOur test cases enumeraleghe security permissions for every thread and process on a
system from the perspective of theandboxed process
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Handles

Windows keeps track @ntire important objectgwindows, buttons, filesgtc.) for future reference
within the systemEach object is tracked via a unigue HANBlyEenumerating all the handles on the
system and validatingccess permissions, we determiheow processes from inside the sandbox
communicate with other objects running on the operating system

Windows Clipboard

TheWindows clipboard provides functiatity to permit multiple applications to transfer data
[Microsdat_Clip] By limiting the ability to set and receive data via the clipboard, a sandbox can reduce
the likely hood that attackesupplied data will be used in a malicious man@ur tests evaluatethe
capabilities of the browser process to use the cliplo@nctionality.

Windows Desktop

Most people are familiar with the Windows desktop because it is the first thinggbeyaftedogin;
however, desktopsalsogroupwindows together in the same security context [Chrome_Sandiiig]
tested the finctionalityto change and create desktopsewaluateprocess isolation.

System Wide Parameters

Alteration of system wide parameters by an unauthorized useunldlead toan undesirabé effect on
system stability and securityWe conductedtests toevaluatesecurity constrictions around getting and
setting system wide parameters

Windows Messages

Windows messages are fundamental to inteindow communication but unprivileged processes
should be limitedo wherethese messages are sehlife put test cases ithe harness to determine if
broadcast messagenuldbe sent to all other window&n the same desktoplia thesandboxed
process

Windows Hooks

Windows hooks are used to monitor various types of system ev&hes hooking functionality adds a
hook to thechain in anticipation of performing an action based on standard windows svent
[Microsoft_ SWH]The same hooking functionality can also be used by malware auttoorsxample,
hooking keybord actions to monitor user inpuDur tess determined if Windowshooks are permitted
via SetWindowsHookEx4PI

Named Pipes

Named pipes arene-way a two-way pipes used for cliergerver communication [Microsoft_Pipes]

which can also be used for local Inter Process Communication $iR€) named pipes are used for
communication, reducing the set of named pipes that the browser can talk to reduces the overall attack
surface for a potential attacke®©ur test harnesassessd somewell-knownnamed pipes on Windows 7
(32-bit).
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JIT Hardening

JIT engines by necessémit executable code, often at predictable locations in an applic&ieddress
space However, the presence of predictable code can weaken the security of a piece of software by
simplifying the process of exploiting vulnerabilitielsewhere in the samaddress spac& echnologies
like ASLRand DERilready exist for compiled binaries, but are not effectwetectionsfor JIT engines

As such, different mechanisms would be necessary to achieve a comparable effect.

9 JIT code must currently be emittedpmocess.

9 Scripting engines provide a robust method that exploits often use to prepare the address space
in order to be successful.

9 JIT compilation bridges the distinction between data and ¢adigch reduces the effectiveness
of standard mitigation techniquesuch as DEP.

JIT hardening is important because it can reduce the exploitability and impact of vulnerabilitiberin
software within the same address spaées a result, the larger the scope of the process, the more
important JIT hardening becomes.

JIT Hardening Techniques

Codebase Alignment Randomization

The code emitted by JIT engines can begin with a random numb&DBbr INT 3instructions to
randomize the alignment of the instructions withifhis prevents the prediction of specific instructions
within emitted code

Emitted Instructions Hex Encoding
nop 90
nop 90
nop 90
push ebp 55
mov ebp, esp 8BEC
push esi 56

Figurel3. Example of codebase alignment randomization

Instruction Alignment Randomization

Even if thecodebase offset is randomized, the internal alignment of basic blocks may allow for the
accurate prediction of instruction3 o prevent this, NOP instructions can be randomly inserted during
compilation to randomize the alignment of subsequent instruction

Constant Blinding

User controllable values can be obfuscated by XOR encoding the constant values with a random cookie
during compilation and emittingo instructions that will deobfuscate the value at runtimd his

prevents constant values from beipgesent in executable memoytherefore cannot be used to seed

code that could be used during a later stage of an exploit.
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Value Emitted Instructions Resulting Hex Code
ooy | e SR b
oe2222222 | SO e 3856110dth
oasisers | Tmem e |

Figurel4. Example of constant binding

Constant Folding
The possible values that can be emittedrasructions are limited by instead emitting the folded value
The result is that only even constant values will appear as instruction operands.

Script Emitted Instruction
x=1; mov eax,00000002
X =0x1111; mov eax,00002222

Figurel5. Example of constant folding

Memory Page Protection

If the code emitted by a JIT engine is not modified after the iratatpilation,it will only require the
PAGE_EXECUTE memory protecfiais will result in a crashtédrgeted by a memory leak or memory
corruption. If the JIT engine requires that the code be updated dynamically, the page protection can be
temporarily changed to PAGE_EXECUTE_READWRITE for the modRis@BnEXECUTE_READWRITE
is the least secure memgiprotection.

Resource Constraints

A constraint can be placed on thatal executable allocationallowed by the JIT engin€he total size of
compiled code is often very smallhe source is likely malicious if large amounts of code are being
emitted. Plecing a constraint on the total executable memorngyentsthe bypass oASLRnd DEP
through address space exhaustion

Additional Randomization

The JIT engine can attemptg$pecifya random address at which to allocate executable memory
manuallyinstead d using the default OS behavigXSLR does randomizeetbase addres® not be
completelypredictable, but the significance of this decreagasmany allocations whermultiple large
allocationswill oftenresult in a contiguous block of memomhich then becomes predictable
Additional randomization can prevent tisprayingof large amountof code at predictable addresses

Guard Pages

If the memory page protections must be PAGE_EXECUTE_READWRITE, guard pages can be placed before
each region of executadimemory to protect against memory corruption from crossing page

boundaries.
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Browser Anti -Exploitation Analysis

Each of the browsers selected for the study were thubughrigorous tests, including butot limited to,
statisticalvulnerability analysiglugin architecture review, malware prevention analysis and simulated
sandbox reviewThese tests attempt to give an accurate representation of the bro@sererall

security, not that of a singular, narrow scopalthoughnot all possiblepermutationscould be achieved,

a representativenumberof tests were performed to give the readers of this pape&ieav into the

holistic security of each browser

An additional notethe sandbox testing was performed by modifying samdboxproject that resides in
the Google Chrome source trd®y augmenting tests and logic to the Chrome sandbox testing harness,
we were able to easilintegrate sandbox measurement code into the current architectéiso, by
compartmentalizing the test harness into a single moduld_Jpt.can be used by othé#rird party

testing utilities if desired

Byoverwriting and addinghe following files to thesandbox_pogroject in the Google Chrome source
tree, one will be able to reproduce our resultisfough the creation othe pocdil.dl library:

1 pocdll.cc
o0 This original library was altered to add additional measurements to the test haffiess
exportedRun(logfile¥unction can be called after opening a log file of the assessors
choosing
1 cv.cc
o Code that contains Accuvant specific tasiterial to be used bgocdil.dll
9 processes_and_threads
o / 2RSS GKIG O2ydGlrAya LINROSaa FyR GKNBFR (GSa
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JITHardening Techniques Chrome Internet Explorer Firefox

Codebase Alignment Randomizatio

Instruction Alignment
Randomization

Constant Folding

Constant Blinding

Resource Constraints

Memory Page Protection

Additional Randomization

Guard Pages ~/ *

LXK AR XX
CIOANKAS KNS
X XXX XX X X

. . * Chrome 14
«  Technigue was implemented

. Technique was not necessary
> Technique was not implementec
Figurel7. JIT hardening overview

Although there was a plethora of tegterformed on all the browsers, a general conclusion about each
browser can be derived from the figure abo@oogle Chrome prevents processes in the sandbox from
doing much of anything, and even if permissiograsnted,it is limited to the alternate des&p.

Microsoft Internet Explorer generally allows read access to most objects on the operating systiden
only preventing a hantull of system modification changdslozilla Firefox, on the other hand, is only
limited by themediumintegrity under whickhit runs; permitting read, write and system change
capabilities associated with regular, radministrator users
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Google Chrome

ASLR Results

Accuvant examinedaeh binaryinstalled oloadedduringbrowser startup to determinéts ASLR
compatibility. Thepefilepython library was used to check tiiPTIONAL HEADER.DIICharacteristics
attribute to determine if a given modu@ address space would be randomized by the loader

All the binaries that were currently loaded and being used in the browser wedrR A&@mpatible, leaving
only one installation fileGoogleUpdater.eyancompatible with ASLIRor a fullisting,please see the
Google Chrome ASLR Resimt&ppendix A

Note: We are aware thtthe listin Appendix Anay be missing binaries and will attempt to update it if
new modules are discoverediso note thatthis omits anythird party/plugrin modules

DEP Results

As mentioned previously, Data Execution Prevention (DEP) prevents attackers from executiggtgheir
ascode By limiting execution rights to certain address spaces, DEP greatly reduces the attack surface
Thedefault DEP policy for Windows 7 (BR) isOptin[Microsoft DER]meaningthat the module will

either have to be compiled with the /INXCOMPAT flagssdDEP will need to be enabled via
NTSetInformationProcegy[Uninformed_DEPRWindows XP & Windows 2003) or
SetProcessDEPPol{gyMicrosoft_ SPDERYWindows Vista and later)

Code:Please sedep.cdn the Google Chrome project

/¢ Flags being used as per ZetProcessDEPPolicy on Vista SP1.
TLOWG dep_flags:
switch (enforcement) {
cage DEP_DISABLED:
f2
dep_flags = MEM EXECUTE OPTICN DISAELE;
break:
caze DEP_ENAELED:
Ji9
dep flags = MEM EXECUTE OPTICN PERMAMNENT | MEM EXECUTE OPTION ENALELE:
break:;
case DEP_ENAELED_ATL7T COMPAT:
A7 oxD
dep flags = MEM EXECUTE OPTICHN PERMANENT | MEN EXECUTE_OPTICHN ENAELE |
HEM EXECUTE OPTICMN ATL7Y THUME _EMULATICH:
hreak:
default:
HNOTREACHED () ;
return false:
i

HRESULT status = Nt3etInformationProc(GetCurrentProcess|(),
ProcessExecuteF lags,
&dep flags,
sizeof (dep flags)):

Figurel8. Chrome DEPBeingenabled
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Process ExaminatiarProcess Explorer shows DEP enabled for the browser and rendering processes.

&7 Process Explorer - Sysinternals: www.sysinternals.com [WIN-6KAMRAGIH29\chris]
File Options View Process Find Users Help
|d[E/EEO0 (5 %S ||NI | S— I
Process PID | CPU | Private Bytes Working Set | Description Company Name DEP ASLR Integrity
ﬁvmkmlsd exe 1408 6.504 K 3.524 K VMware Tools Core Service  VMware, Inc nfa
|l VMUpgradeHelper exe 1500 2232K 588 K VMware vitual hardware up... VMware, Inc. nfa
EﬁTPMoConnSvc.em 1796 1528 K 2.092 K TPAutoConnect Printer Creat... ThinPrint AG nfa
CIDB TPAutoConnect exe 252 2080 K 2,708 K TPAutoConnect User Agert  ThinPrint AG Medium
[87taskhost &xe 276 6,996 K 2,880 K Host Process for Windows T... Microsoft Corporation DEP {permanent)  ASLR Medium
B[ Searchindexer exe 152 37.000 K 11,796 K Microsoft Windows Search |... Microsoft Corporation n/a ASLR
[ SearchProtocolHost ... 3736 1480 K 4,904 K Microsoft Windows Search P... Microsoft Corporation DEP {pemanent)  ASLR Medium
1| SearchFiterHost.exe 2312 952 K 3420K nfa
[="svchost exe 784 3764 K 520 K Host Process for Windows 5. Microsoft Corporation n/a ASLR
[87svehost exe 3320 75,668 K 19,484 K Host Process for Windows 5... Microsoft Corporation nfa ASLR
7| taskhost exe 3208 6044 K 2700 K nfa
| taskhost exe 4032 332K 8008 K n/a
[87lsass exe 512 2776 K 3,064 K Local Security Authority Proc... Microsoft Corporation nfa ASLR
B lsm.exe 520 1300 K 1.084 K n/a
5. csms exe 404 5732K 2000 K n/a
B3 conhost exe 392 HMDK 204 K Congole Window Host Microsoft Corporation DEP {pemanent)  ASLR Medium
| winlogon exe 440 1484 K 552 K nfa
B [ =plorer.exe J08 37.008 K 33,532 K Windows Explorer Microsoft Corporation DEP {pemanent)  ASLR Medium
mVMwareTmy.ene 1200 2244 K 1,756 K VMware Tools tray application  VMware, Inc. Medium
) VMware User exe 1752 8588 K 8,620 K VMware Tools Service VMware. Inc. Medium
L procexp exe 2340 11,600 K 7.784 K Sysintemals Process Explorer  Sysintemals - www sysinter... DEP {permanent)  ASLR Medium
=] G chrome .exe 3580 25,340 K Google Chrome: DEP {permanent)  ASLR Medium
& chrome exe 2632 14188 K 23,620 K Google Chrome Google Inc DEP jpemanent)  ASLR Low
CPU Usage: 1.56% Commit Charge: 29.10% |Processes: 39 |Phys4al Usage: 34.99% |

Figurel9. Chrome permanent DEP enabled

GS Results (Stack Cookies)

A testwasrun to determine if a module was compiled with the /GS compiler option for each item
installed by Google Chromalthough flawed*, this simple test attempted &ee if a stack cookisamed
objectwas referenced witim a binary While having stack cookies do@&oompletely prevent
explotation, it does make writing aaxploit more difficult

Whilethe majorityof the modules used by Google Chrome are compiled with stack cookies, our IDA
script to detect /GS presence could have fategativesdue toalackof debugging symbols for certain
librariesor modules that contain no cod&Ve recognize that currentlyhis is a flawed process and will
develop a new /GS checking process in the future

For a full listing of the stack cookie results for Google Chrome please referenGedlaée Chrome GS
Resultssection inAppendix A

*Note: A module may not have the need for a stack cookie, which is determined by stack variable usage
[Microsoft_GS]
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JavaScript JIT Hardening

Constant Blinding
Duringcompilation,each constant value is XOR encoded with a randookie that is securely
generated per code chunionly values greater than Ox7FFF are obfuscated this way.

Script Emitted Instruction Hex Value
x = 0x00000001; mov eax,2 B802000000
X = 0x00000002; mov eax,4 B804000000
X = 0x00000003; mov eax,b6 B806000000
X = 0x0000007F; mov eax,0FEh BSFED00000
X = 0XO00007FF; mov eax,0FFEh BS8FEDFO000
X = 0XO0007FFF; mov eax,0FFFEh BSFEFB000
x = 0x00008000; mov eax, 82C82646h B846283382
xor eax, 82C92646h 3546262082
X = OXO000FFFF; mov eax, 82C8D9B8h B8B3DIC882
xor eax,82C92646h 3546262082
X = 0x00011111; mov eax, 82CB0464h B86404C82
Xor eax, 82C92646h 3546268982
X =0x11111111; mov eax, AOEB0464h B8640£BA
Xor eax, 82C92646h 3546262082
Figure20. Chrome V8 constant binding
Constant Folding
Instruction operands will only contain even values
Emitted Value = constant value << 1;
Script Emitted Instruction Hex Value
x = 0x00000001; mov eax,3 B802000000
x = 0x00000002; mov eax,5 B804000000
X = 0x00000003; mov eax,’ B306000000
x = 0x0000007F; mov eax,0FEh BSFE00000
X = 0X000007FF; mov eax,0FFEh BSFEOBO0O
X = 0XO00007FFF; mov eax,0FFFEh BSFEFB000

Figure21. Chrome V8 constant folding

When combined with Constant Blinding resutialy even valuesf less than 0x8000 cdve emitted as
instruction operands.
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Resource Constraints
V8 allows the application to manage the resource constraints as req@tedme allows V8 to allocate
a maximum of about 540 MB per process, of which 128 MB may be exézutab

ResourceConstraints::ResourceConstraints()
I max_young_space_size_(8),
max_old_space_size_(@},
max_executable size (@),
stack_limit (mwuLL) { %

bool SetResourceConstraints(ResourceConstraints®* constraints) {
i::Isolate* isolate = EnterIsclateIfdeeded();

int young_space_size = constraints-»max_young_space size();
int old_gen_size = constraints-»max_old space_size();
int max_executable_size = constralints-»max_executable_size();
if (young_space_size I= @ || old_gen_size != @ || max_executable size != @) {
S/ After initialization it's too late to change Heap constraints.
ASSERT(!isolate-»IsInitialized()};
bool result = isolate-»heap()-»ConfigureHeap(young_space_size [/ 2,
old_gen_size,
max_executable_size);
if (!result) return false;
k;
if (constraints-»stack_limit(} != muLL} {
uintptr_t limit = reinterpret_cast<uintptr_tx(constraints-»stack_1imit(}};
izolate-»stack_guard()-»SetStackLimit(1limit);
k;

return true;

Figure22. api.ccv8.googlecode.com

Guard Pages (Introduced in Chrome 14)
Guard pages are used to protect against memory corruption across region boundaries.

04E80000 Frivate 1472 K 1 ReadWite

OEFOO000 Private 128 K 128 K 60K 60K 2 Bxecute/Read/Write
OEFOO000 Private 3K 3K Read/Guard
OEFO2000 Private 120 K 120 K 60K 60K Execute/Read Mrite

151C0000 Private 52K 52K 44K 44K 2 BExecute/ReadWrite
151C0000 Private aK aK Read/Guard
151C2000 Private 44K 44K 44K 44 K Execute/Read.Write

Figure23. Chrome VMMap showing V8 guaghges
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Additional Randomization

V8 attempts to randomize the address of executable menmoapuallybefore using the default OS
behavior which results in significantly less predictable regions of executable memory.

|'.to:'L|:I* 05::allocate(const size_t requested,
size_t* allocated,
bool is_executable) {
/¢ The address range used to randomize RWX alleocations in 05::aAllocate
/¢ Try not to map pages into the default range that windows loads DLLs
/¢ Use a multiple of e4k to prevent committing unused memory.
/¢ note: This does not guarantee RWX regions will be within the
/¢ range kallocationRandomaddressMmin to kallecationRandomaddressMax
#ifdef VB_HOST_ARCH_&4 BIT
static const intptr_t kalleocationRandomaddressMin = exeSg88208Z0808088 ;
static const intptr_t kallocationRandomaddressMax = @xeeee83FFFFFFE288;
#else
static const intptr_t kallecaticnrRandemaddressMin = exe<soesess;
static const intptr_t kallecaticnRandemAddressMax = @x3FFF2e88;
#endif

/f virtualallec reounds allocated size to page size automatically.
size_t msize = RoundUp(requested, static_cast<int>(GetPageSize(})});
intptr_t address = &;

/f wWindows XP SP2 allows Data Excution Preventlon (DEF).
int prot = is_executable ? PAGE_EXECUTE_READWRITE : PAGE_READWRITE;

/{ For exectutable pages try and randomize the allocation address
if (prot == PAGE_EXECUTE_READWRITE &%
msize »= static_cast<size_t»(Page::kPageSize)) {
address = (VE::RandomPrivate(Isclate::Current(})} << kPageSizeBits)
| kallocationRandomaddressMing
address &= kallecationRandemaddressMax;

1

LPVOID mbase = Virtualalloc(reinterpret_cast<vold *>(address),
msize,
MEM_COMMIT | MEM_RESERVE,
prot);

if (mbase == NULL && address != &)
mbase = virtualalloc(wuLL, msize, MEM_COMMIT | MEM_RESERVE, prot);

if (mbase == WULL) {
LOG(ISOLATE, Stringevent("0s::allocate”, "wirtualalloc failed"});
return NULL;

}
ASSERT(Isaligned(reinterpret_cast<size t>(mbase), 0S::allocatealignment(}});
*allocated = msize;

UpdateallocatedSpaceLimits({mbase, static_cast<int»(msize});
return mbase;

Figure24. Chrome platformwin32.cc (v8.googlecode.com)
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Sandbox Results

All sandbox testing was performed from inside the lowest privileged process (rendering/render process)

by attempting to open new resourceBherefore the results only reflect a rendering praseattempting
to accessesources not previously opened

File System

Testing attempted to acceseitain system directories and files via the sandboxed browser process
(sometimes referred to as theenderer/rendering proces

Note: Permissions may have edappeddue to generic and specific permissicimecks This is done to

give a generabverview accompanied by precise security permissions.

Permission %SystemDrive%
%SystemRoot%
%ProgramFiles%
%AllUsersProfile%
%UserProfile%
% Temp%
%SystemRoot¥system32
%AppData%
ZERO BLOCKED
GENERIC_READ BLOCKED
GENERIC_WRITE BLOCKED
FILE_ADD_FILE BLOCKED
FILE_ADD_SUBDIRECTORY BLOCKED
FILE_APPEND_DATA BLOCKED
FILE_CREATE_PIPE_INSTANCE | BLOCKED
FILE_DELETE_CHILD BLOCKED
FILE_LIST_DIRECTORY BLOCKED
FILE_READ_ATTRIBUTES BLOCKED
FILE_READ_DATA BLOCKED
FILE_READ_EA BLOCKED
FILE_TRAVERSE BLOCKED
FILE_WRITE_ATTRIBUTES BLOCKED
FILE_WRITE_DATA BLOCKED
FILE_WRITE_EA BLOCKED
WRITE_DAC BLOCKED

Figure25. Chrome directory permissions
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Files
Permission %SystemRoot¥explorer.exe
%SystemRoot¥Cursor$ arrow=i.cur

ZERO BLOCKED

GENERIC_READ BLOCKED
GENERIC_WRITE BLOCKED
GENERIC_EXECUTE BLOCKED

FILE_EXECUTE BLOCKED
FILE_READ_ATTRIBUTES BLOCKED
STANDARD_RIGHTS EXECUTE| BLOCKED

SYNCHRONIZE BLOCKED
FILE_READ_DATA BLOCKED

FILE_READ_EA BLOCKED
STANDARD_RIGHTS_ READ BLOCKED
FILE_APPEND_DATA BLOCKED

FILE_ WRITE_ATTRIBUTES BLOCKED
FILE_WRITE_DATA BLOCKED

FILE_WRITE_EA BLOCKED
STANDARD_RIGHTS_WRITE BLOCKED

WRITE_DAC BLOCKED

Registry

Figure26. Chrome file permissions

A select few registry hivemdkeys were accessed from inside the sandddese hives and keys
represent locations that would be of interest to malwarethors in an attempt to gain persistence

Note: TheMAXIMUM_ALLOWHizrmission by the rending process is reamly.

Hive Subkey Permission Result

HKEY_LOCAL_MACHIN{ NULL MAXIMUM_ALLOWE| BLOCKED
HKEY_CURRENT_USER NULL MAXIMUM_ALLOWE| BLOCKED
HKEY_USERS NULL MAXIMUM_ALLOWE| BLOCKED
HKEY LOCAL_MACHIN{ SoftwaraMicrosoft Windows MAXIMUM_ALLOWE| BLOCKED

NT\CurrentVersiokWinLogon

Figure27. Chrome registry permissions
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Network Access

The ability for a browser to access timernet is vital to its operation, butreation of networksockes
for reading, writingandlistening could permian attacker to communicate reattle information to the
outside world The ability to initiate, read, write and listen on Windows socketdiated below.

Action Result
WSAStartup BLOCKED
Send() N/A

Recv() N/A
Listen() N/A

Figure28. Chrome network accessibility

Note: If WSAStarup() fails, then none of the other tests are applicable due to the inability to start up
network socketsOtherwise, reading/wrihgand listening (port 88) are attempted.

Resource Monitoring

Recording keystrokes, registerihgtkeysandattemptingto read screen data (i.screen aptures) are
widely employed amorsgj attackers and spyware authorstimeir attempts to intercept and read us@r
confidential information The sandbox testarnesshasthree checks for methods that attempt to
acquireuserinformation Ebviously, there are various other technigues

Action Result

GetPixel() BLOCKED
RegisterHotKey() BLOCKED
GetAsyncKeyState() BLOCKED

Figure29. ChromeResource monitoring

Threads

Access to other threads running on the systemuldbe used to escalate privileges or trampoline onto
different parts of the systeniThesandbox test harnegzrovides functionality that tests the access
privileges of every thread currently alive on the syst&imce this list can vary too greatly, onlysh of
threads and the privileges granted will be supplietbase se&hrome_sandbox_results.®®in the
attachmentfor a full listing In addition the threads used in the sandbox testing werritted from the

results
Process:Thread ID PermissionGranted
N/A N/A

Figure30. Chrome hreads permission granted

Note: There are no entriebecauseaccessvasdenied for all threads running.
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Processes

Processes, like threads, can be used to escalate privileges or trampolinditbetent parts of the
system The harness provides functionality test the access privileges of every process currently alive
on the systemOnly the processes granted certain access have been.|Rlegse see
Whrome_sandbox_results.®n the attachmentfor a full listing Also, the processsused in the sandbox
testingwere omitted from the results

Process Permission Granted
N/A N/A

Figure31. Chrome poces®spermission granted

Note: There are no entriebecauseaccessvasdeniedfor all processes running.

Process Creation

An attacker might find it valuable to create a new process, even if that process has the same
authorizationand privilege levehs the compromised applicatiofhis could permit a plethora otlzer
opportunitiesthat could be used for privilege escalation or data leakdgsimple example of calling the
CreateProcess() API will®\Program Filednternet Exploreviexplore.exé was used

Executable Permission Granted
C\Program Filésnternet Explorekiexplore.exe BLOCKED

Figure32. ChromeCreateProcess()

Note: We are aware that this is in a system directory and only presents one example, but deemed it
appropriate for thelimitationsof this assessment.

Handles

Handlesare used by the Windows operating system to keep track of corgpatific identifiersThis
permits applications to reference resources by handle, insteafbo&xample process IDSince handles
are used to access resources, they must also contain security restrictions so that other applications,
specifically those from the sandbox, may not use thergain privileges

Thenumberof handles on a system may vabut note that the typcal Desktop(\Default) and
WindowStation \WinStaQ are not present due to the Chrome sandbBgrmore granular information
on handlingtest casesplease seéhrome_sandbox_results.® the attachment

Windows Clipboard

The Windows Clipboard enabldgferent applications to share messages and data [Microsoft_.Gli]

only could a compromised application read sensitive information from the clipboard, the attacker could
also use flaws in thelipboard to gain further system access (sandbox esqgae) [Clip_Exploit]During

our tests, we attempted t@&ETand SETinformation to theclipboard.

Action Permission Granted
GetClipboardData(CF_TEXT) BLOCKED
SetClipboardData(CF_TEXT) BLOCKED

Figure33. ChromeClipboard Access
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Windows Desktop

The Windows desktop not only provides a display surface for user interaction, but also contains objects
such as windows, menusd hooks (it is also a securable obje@indows messages are limited to
communicating with other processes thaside on the same desktop; intdesktop process

communication is not operational [Microsoft_Desktophe ability to create, switch and open other
desktops with varying permissions may also lead to privilege escalation scenaric20[fH 23]

Action Permission Granted
CreateDesktop() BLOCKED
OpenWindowsStation(  fiwinsta0 0) BLOCKED

ERROR_FILE_NOT_FOUND
[due to failed OpenWindowsStation()]

Figure34. ChromeDesktop/WindowStation access

OpenDesktop( fiDefault 0)

System Parameters

It should be obvious that an attacker could use system wide parameters to his advariage can
control screen saver parameters, menu parameters and many other options [Microsoft_SysMBram]
limiting the ability to set these parameteithe sandbox can ensure that nmderhandedness can be
achieved by someone attempting to escape the sandboxed environment

Action Permission Granted
SystemParametersinfo(SPI_GETMOUSE) [GET] GRANTED
SystemParametersinfo(SPI_SETMOUSE) [SET] BLOCKED

Figure35. ChromeSystemParametersinfo()

Note: Only a single system parameter was checked for br@viigke

Windows Message Broadcasts

By sending a Windownessage with thé¥lWND_BROADCABtion set, an application effectively
sends the same message to every-tepel window Each of these windows could interpret the
broadcast message differenflgue toexpecting azaryingnumberof parameters [MSDN_Broad]his
could cause operating sysh instability and exploitation scenarid&/e serh an example broadcast
message to determine if it was permitted from within the sandb®xgreat example of exploiting the
Windows messaging system for authoritative gain would Bhaiter attack[Wiki_Shater].

Action Permission Granted
SendMessage(HWND_BROADCAST, WMIMER) BLOCKED
Figure36. Chromesend broadcast message
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Windows Hooks

Windows Hooks are a procedure used to monitor certain types of system emetite same desktop as
the calling thread [Microsoft_HooksThese same hooks hatéstoricallybeen used by malware to do
such things as monitor keyboard input and other nefarious taalesschecked the ability to set system

hooks
Action Permission Granted
SetWindowsHookEx(WH_KEYBOARD) GRANTED

Figure37. Chrome setWindows hooks

Note: Since Google Chrome creates an alternate desktop, the hooking mechaniskinsited to those
threads on the alternatelesktop (i.erenderer/sandbox desktop).

Named Pipes

Named pipes are used for ofveay or twoway communications within the Windoveperatingsystem
[Microsoft_Pipes]Whilethe ability to communicatebetween client and server is an integral part of
inter processcommunication, unbridledommunicaionscan be used to bypass sandbox protection
mechanismsFor example, imagine an attacker has the ability to send data to a namedagifpdhas a
privilege and authorization level greatdran the process that is semj data We attempted to
enumerate all the named pipes for a system for permissions tedfitlgat were not possible, wavould
iterate through a list ofell-knowrCpipes for the Windows {32-bit) operating systenin anattempt to
validate permissions

Named Pipe PIPE_ACCESS_INBOUND
PIPE_ACCESS_OUTBOUND

\\ \ pipe\Isass BLOCKED

\\ \ pipe\ ntsvcs BLOCKED

\\ \ pipe\ scerpc BLOCKED

\\ \ pipe\ protected_storage BLOCKED

\\ \ pipe\ plugplay BLOCKED

\\ \ pipe\ epmapper BLOCKED

\\ \ pipe\ eventlog BLOCKED

\\ \ pipe\ atsvc BLOCKED

\\ .\ pipe\ wkssvc BLOCKED

\\ \ pipe\ keysvc BLOCKED

\\ \ pipe\ trkwks BLOCKED

\\ \ pipe\ srvsvc BLOCKED

Figure38. Chrome ramed pipe access
Summary

It is apparent that the Chrome sandbox prohibits the abilityhefrendering process to do much of
anything Therel NXBayiyedsily viable ways for malware to gain persistence or communicate with the
outside world Any permissible actions, such as hooking windows messages, are mitigated by the fact
that an alternateWindows desktop is used for rendering conte@ut of the three browsers examined,
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it is obvious that Google Chrome has the m&isingentconstraints when it comes to interacting with
the operating system from a sandboxed process

Microsoft Internet Expl orer

ASLR Results

Accuvant examined each binary installed or loaded during browser startup to determine its ASLR
compatibility. Thepefile python library was used to check t@PTIONAL_HEADER.DIICharacteristics
attribute to determine if a given modu®® adiress space would be randomized by the loader.

All the binaries that were currently loaded and being used in the browser were ASLR compatible,
although it is quite difficult to predict all modules that Internet Explorer is capable of.usimg full
listing, please see thénternet Explorer ASLigsults inAppendix A

Note: We are aware that this list may be missing binaries and will attempt to update it if new modules
are discoveredAlso,note that this omits anythird party/plug-in modules

DEP Results

As mentioned previously, Data Execution Prevention (DEP) prevents attackers from executigatgheir
ascode By limiting execution rights to certain address spaces, DEP greatly redecatsatk surface
Thedefault DEP policy for Windows 7 (BR) isOptin[Microsoft DEP]; meaning that the module will
either have to be compiled with the /INXCOMPAT flag set or DEP will nee